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SUPPLEMENTARY FIGURE 1. The PYROBAYES base calling approach.   

 

 
Supplementary Figure 1.  The PYROBAYES base calling approach.  a, Data likelihoods: The 
distributions of measured nucleotide incorporation signal intensity values for various homopolymer 
lengths. b, Priors: The observed frequencies of homopolymer lengths in eight different organismal 
genome sequences. The theoretical expectation of exponential decay is also included. c, Bayesian 
posteriors: The posterior probabilities of homopolymer lengths 0 – 5 are shown, calculated from the data 
likelihoods (panel a) and the prior probabilities (panel b). d, The most likely number of bases is shown for 
eight consecutive nucleotide tests. The base quality value assigned to each called base is the probability 
that the base in question was not an overcall. 



SUPPLEMENTARY FIGURE 2.  Estimation of data likelihoods with parent distributions.   

 

 
Supplementary Figure 2.  Estimation of data likelihoods with parent distributions. The observed 
distributions of the incorporation intensity signal for various homopolymer lengths are marked with black 
x-s: (a) Length = 1. (b) Length = 2 (c) Length = 3. (d) Length = 4. The approximating (non-central 
Student’s t) distributions are also indicated in red. 



SUPPLEMENTARY FIGURE 3.  Concordance of base errors in the PYROBAYES and the native 454 
base calls. 

 
Supplementary Figure 3.  Concordance of base errors in the PYROBAYES and the native 454 base 
calls. (a) Fraction of errors shared between the two methods and the fractions unique to each method. 
“Other” errors indicate cases where both methods made an error but not the same error type (b) 
Distribution of errors according to error type made solely by PYROBAYES. (c) Distribution of errors 
according to error type made solely by the native 454 base caller. (d). Distribution of “other” errors i.e. 
cases where both methods made an error but the error types were different. 
 



SUPPLEMENTARY FIGURE 4. Distribution of base quality scores within homopolymer runs.   

 
Supplementary Figure 4. Distribution of base quality scores within homopolymer runs. (a) The 
average quality score assigned by PYROBAYES is shown, as a function of the base position within the 
homopolymer, for homopolymer runs up to five bases. For example, the average base quality value 
assigned to the second base in a homopolymer run of four nucleotides is 43. (b) The directionality of 
quality values in homopolymer runs is shown for two reads aligned to a reference sequence (bold).  The 
top read is aligned in forward (+) orientation and the bottom read is aligned in reverse orientation (-).  The 
quality values are shown beneath the homopolymer for each aligned read. 
 



SUPPLEMENTARY FIGURE 5.  Base quality accuracy for the 454 Life Sciences FLX model.   

 
Supplementary Figure 5.  Base quality accuracy for the 454 Life Sciences FLX model. Assigned 
base quality values (x axis) are compared to the quality values calculated from measured read accuracy 
(y axis). PYROBAYES base calls: red; native 454 base calls: gray. 
 



SUPPLEMENTARY METHODS 

Determination of base number probabilities. We determined the frequency that, given an 
observed signal from a nucleotide test, the actual number of incorporated bases was 1,2,3..,etc. 
by aligning 454 reads from a mouse BAC to the known BAC reference sequence.  Since we are 
able to conclude that any observed mismatch between a 454 read and the BAC reference was a 
sequencing error, the observed frequencies serve as estimates for the data probabilities, 

 in our Bayesian framework, where s is the observed nucleotide incorporation signal and 
n is the homopolymer length.  The 661,481 reads 454 reads (a total of 65,875,710 bases) were 
aligned to the BAC reference sequence with our novel, reference-sequence guided alignment / 
assembler software, MOSAIK (manuscript in preparation).  
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Estimating the prior homopolymer probabilities. According to a model of random aggregation 
of consecutive bases in a DNA sequence, the expectation for the frequency of the four possible 
homopolymers of length n is proportional to 1/4n.  To check the validity of this expectation we 
computed the frequency of observed homoploymers in the genomes of eight species (Escherichia 
coli K12, Saccharomyces cerevisiae, Caenorhabditis elegans, Drosophila melanogaster, Oryza 
sativa, Arabidopsis thaliana, Mus musculus, and Homo sapiens). As Supplementary Figure 1b 
shows this random expectation grossly underestimates the actual frequency of longer 
homopolymers in the genomes we analyzed. For the prior probability values, , we used 
the average frequency of the eukaryote homopolymer frequencies.  The prior probability for a 
homopolymer of length zero (i.e. the prior likelihood that no base is incorporated in a flow) was 
tabulated by counting what fraction of the nucleotide tests do not correspond to an actual base in 
a single run of 454 reads from a mouse BAC shotgun library. 
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Determination of the most likely number of bases. Using the data likelihoods and the prior 
probabilities, we determined , i.e. the base number probabilities, for every possible (up to 
a rational limit of n=100) base number, according to the following formula: 
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.  The number n for which this posterior probability 

is highest is the most likely number of bases.   

Parent distribution fitting to estimate the frequency of longer homopolymer runs. Longer 
homopolymeric runs are inherently less frequent than short runs. Regardless of the amount of 
available testing data, the number of examples for long homopolymeric runs will always be too 
small for reliable frequency estimation. In the case of our own test data set, there was not 
sufficient data to estimate the frequency of homopolymers longer than seven-nucleotides. In 
order to both extend base calling to longer homopolymeric runs and to improve runtime, we 
replaced the observed data likelihoods with appropriate parent distributions. For this purpose we 
used non-central Student’s t distributions (Supplementary Figure 2).  The non-central t fit 
parameters for shorter homopolymers were extrapolated to longer homopolymer distributions. 

Base called sequence generation.  The base called sequence is produced by concatenating 
the most likely number of bases from each nucleotide test (adding zero bases in the most likely 
number is zero).  Additionally, we call an extra base if it’s posterior probability is above 0.5. 

Base quality assignment. The base quality value assigned to each base represents the 
probability that the base is question was, in fact, incorporated within the test.  For example, if the 
most likely number of nucleotides for an observed signal is three, then the base quality value for 
the first nucleotide in the run of three reflects the probability that, based on the signal, at least one 
nucleotide was incorporated.  Similarly, the second base reflects the probability that there were at 
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least two nucleotides incorporated, and so forth.  Consequently, the bases with the highest 
assigned base qualities come from the first bases in longer homopolymer runs (Supplementary 
Figure 1d, Supplementary Figure 4a).  The highest base quality value that PYROBAYES 
assigns is 50, which represents n expected error rate of 1 in 100,000. Nominal base quality 
values above this value are reduced to 50. 

Sequence alignment. To align next-generation sequencer reads to entire reference genome 
sequences efficiently and accurately, we developed a new alignment and assembly algorithm, 
MOSAIK. MOSAIK uses a hash-based approach18-20 for a fast initial read placement, followed by 
an exhaustive local Smith-Waterman-Gotoh21 pair-wise alignment. Each read was placed at the 
location where it best aligned, as long as minimum alignment criteria were met (> 95% aligned 
length; > 95% sequence identity). To avoid misalignment due to paralogy, however, if the read 
can be mapped to another location with a Smith-Waterman alignment score that is at least 80% 
of the best alignment score, the read is rejected from the alignment altogether.  

Overall sequence error rates. We aligned the Drosophila melanogaster iso-1 reads (GS20 
model) base called by both PYROBAYES and the native 454 base-caller to the Drosophila 
reference genome sequence. Only counting reads that could be uniquely aligned with our 
stringent alignment criteria, over 20Mb of sequence was aligned for each method.  The sequence 
differences between every aligned read and the reference sequence were tabulated and used to 
compute the overall, insertion, deletion and substitution error rates for each method.  “Ns” called 
by the 454 method were counted as substitutions, since PYROBAYES always calls a base in 
cases where the 454 method would call an N. 

Measured base quality value calculation. Using the same Drosophila melanogaster iso-1 reads 
aligned to the reference genome, the measured (i.e. “actual”) base quality for each assigned base 
quality was derived by tabulating the number of correct and incorrect base calls made with a 
given assigned base quality.  We then computed an actual base quality for the assigned base 
quality, according to the following formula: )(log10 )(110 totalQ −•−= #correct  

SNP calling and validation. SNPs were called among base-called sequences from an inbred 
African isolate of Drosophila melanogaster by both PYROBAYES and the native 454 base caller.  
The resulting sequences from each method were aligned to the Drosophila genome reference 
sequence.  We then used the POLYBAYES SNP discovery program12 to call SNP candidates 
among the aligned sequences from each base caller.  POLYBAYES used the base quality values 
from the respective base caller to assign a SNP likelihood to all observed mismatches between 
the aligned read and the reference sequence. 

We submitted the SNPs identified from the sequences called by PYROBAYES to experimental 
validation by PCR-based capillary sequencing.  We computed the validation rate from the fraction 
of SNPs that we identified by PYROBAYES but not confirmed by the capillary validation 
sequences. 

 
Missed SNP rate calculation. We estimated the missed SNP rate using the capillary sequences 
produced for candidate SNP validation. First, we used the POLYPHRED program13 to call SNPs 
in the capillary validation traces from the 46-2 isolate. Second, we manually inspected these 
SNPs and excluded obvious false positives. We treated the remaining POLYPHRED calls as 
“true” SNPs. Third, for each “true” SNP, we determined if it was also covered by a base-called 
read from the same isolate. We counted cases where there was coverage by a base-called read 
but the SNP was not discovered by POLYBAYES as missed SNPs. We calculated the missed 
SNP rate as the number of missed SNPs divided by the number of “true” SNPs for which there 
was coverage by a base-called read. 
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